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Finite state automata can be used to model a system; in particular they can be used to model the control

section of a communications protocol. A number of authors have produced algorithms that represent the

problem of minimizing the testing against a finite state automaton model as a max flow/min cost problem

for an associated network. We extend this work by introducing the use of invertibility to utilize test
sequence overlap.

Received October 1, 1993, revised April 15, 1996

1. INTRODUCTION

Models or specifications are widely used in order to
express the desired functionality of a system (see e.g. [1]).
For example, the control section of a communications
protocol is often modelled by a finite state automaton
(see e.g. [2, 3]).

It is important to verify a system against the required
behaviour and thus we usually test the system. Testing
can, however, involve much effort and it is therefore
necessary to reduce the work involved. In this paper we
will concentrate on the problem of minimizing the effort
required when testing from a finite state automaton
model.

The next section introduces some basic theory
concerning finite state automata and graphs; many
readers may wish to skip this. This is followed by a
description, in sections 3 and 4, of related work. A new
approach to the problem of minimizing testing from a
finite state automaton model is then discussed in sections
5 and 6 and an algorithm is introduced. Finally, in
section 7, this algorithm is applied to an example and
conclusions are drawn.

2. FINITE STATE AUTOMATA AND GRAPHS
2.1. Basic definitions

A finite state automaton (FSA) is given by a tuple
(S,T,s0); S is a finite set of states, T is a finite set of
transitions between these states, and s, is the initial state.
Each transition is represented by a tuple (x,y, in/out),
where x is the initial state of the transition, y is the final
state of the transition, in is the input associated with the
transition, and out is the output associated with the
transition.

A directed graph (digraph) is an ordered pair
G = (V,E) in which V is a finite set of vertices and E
is a finite set of edges between the vertices. Each edge can
have a label and is thus represented by the tuple (x, y, ),
where x is the initial vertex of the edge, y is the final
vertex of the edge, and / is the label. A finite state
automaton can be represented by a digraph; the states
are represented by vertices and each transition is

represented by an edge labelled with the input/output
associated with the transition.

In a digraph G = (V, E), we define indegreeg(x) to be
the number of edges from E that finish at vertex x and
outdegreer(x) to be the number of edges from E that
start at x. We say that G is symmetric if, for each vertex x
in V, indegreer(x) and outdegreep(x) are equal.

A trail in a digraph is a sequence of edges such that for
any edge, except the first, the initial vertex of the edge is
the same as the final vertex of the previous edge, and no
edge appears more than once in the sequence. A tour is a
trail whose initial and final vertices are the same.

A network is a digraph with one vertex designated the
source, one vertex designated the sink, and each edge
given a non-negative integer value that represents its
capacity. A network is like a set of pipes, each with a
capacity, that connect the source of a flow to the
destination of the flow; the sink. A flow is an assignment
of an integer value to each edge in the network; this
assignment conserves the flow at each node, other than
the sink and the source, and does not exceed the capacity
of any edge. The size of a flow F, |F]|, is the flow leaving
the source, which is equal to the flow entering the sink.
Each edge can also be given a cost, in which case the cost
of a flow is the sum, over the edges, of the cost of the edge
multiplied by the flow passing through the edge.

Two states of an FSA are equivalent if they have the
same possible output sequences for every sequence of
input values. An FSA is minimal if no two states are
equivalent and two FSA are equivalent if their initial
states are equivalent. Moore [4] demonstrates that any
FSA can be transformed into an equivalent minimal
FSA.

An FSA is deterministic if for each state s and input
value x there is at most one transition leaving s with input
value x. It is shown in [5] that any non-deterministic FSA
can be transformed into a deterministic FSA in a manner
that preserves minimality. An FSA is completely specified
if, for each input value x and state s, there is a transition
leaving s with input x. Any FSA can be transformed into
a completely specified FSA (see [6]).

A digraph is strongly connected if, for each ordered
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pair of vertices, there is a path from the first vertex to the
second. A digraph is weakly connected if for any ordered
pair of vertices we can find a path from the first vertex to
the second vertex, if we are allowed to reverse the
direction of edges when required. Every symmetric
weakly connected digraph is strongly connected (see
e.g. [7]).

We will assume that any FSA used is minimal,
deterministic, completely specified, and represented by
a strongly connected digraph.

2.2. State identification sequences

When a transition is tested, the state of the system after
the transition is executed must be verified and thus it is
necessary to execute further transitions from the system.
The main approaches to verifying the state use either a
distinguishing sequence, unique input/output sequences
or a characterizing set (see e.g. [8]).

A distinguishing sequence (DS) is an input sequence
whose output determines the state from which the
sequence was executed. Unfortunately not every minimal
FSA has a DS.

A unique input/output (UIO) for a state s is an input
sequence that, when executed from s, produces a
different output than when executed from any other
state s’. A UIO for a state s may not, however, be able to
identify any state other than s. A DS is clearly a UIO for
each state. While not every FSA has a UIO for each
state, some FSA without a DS have a UIO for each state.

A characterizing set W for an FSA is a set of input
sequences with the property that, the list of output
sequences produced by executing each input sequence in
W from a state s uniquely identifies s. Every minimal
FSA has a characterizing set. Unfortunately, however,
this state identification approach requires a number of
input sequences to be executed from each state, and
therefore often requires much more effort.

Shen et al. [9] used backward UlOs; sequences that
verify their final state. These can verify the initial state of
the transition and this can be combined with the use of a
UIO that checks the final state of a transition.

3. TEST SEQUENCE GENERATION FROM
A FSA

It is desirable to generate a test sequence from an FSA
model that will, when executed, determine whether an
implementation conforms to the model. Unfortunately,
as any implementation that contains a copy of the model
embedded within it is capable of passing any test derived
from the model, it is not possible to guarantee equiva-
lence by testing. Moore [4], however, showed that it is
always possible to generate an input sequence that will
distinguish a minimal FSA G from any other non-
equivalent FSA that has no more states than G.

The work of Moore [4] was extended by Hennie [10] by
dividing the problem into two parts; first testing to verify
that at least the correct number of states exist, then

testing the transitions from these states. The generation
of these test sequences is described for the cases when
either a DS or characterizing set is used to identify the
states. Chow [11] extended this to generate a test that
would distinguish an FSA from any non-equivalent FSA
with at most m states, for some m. Chow [11] included a
proof of correctness.

We concentrate on the generation of a test sequence to
check the individual transitions, as this stage is usually
much longer than the first stage.

4. MINIMIZING THE LENGTH OF THE TEST
SEQUENCE

When testing from an FSA model it is useful, and
sometimes vital, to minimize the test sequence length.
Aho et al. [2] represented the FSA by a digraph and
produced a set E- of new edges, each of which
represented a particular transition followed by a UIO
for the transition’s expected final state. The shortest tour
that passed through each edge in E, and thus tested all
of the transitions, was found.

If the edges in E- form a strongly connected
symmetric digraph a Euler Tour can be found. A Euler
Tour of a digraph is a tour that goes through each edge
exactly once. A digraph has a Euler Tour if and only if it
is symmetric and strongly connected (see e.g. [7]).
Clearly, if a digraph has a Euler Tour, this is the minimal
sequence that passes through each edge.

Often, however, E( is not symmetric, and thus a Euler
Tour cannot be found. In such cases the set E. is
augmented by edges from E to make it symmetric; a
minimal symmetric augmentation is found. This can be
accomplished by finding a max flow/min cost flow of a
particular network.

The problem of finding a minimal tour that contains
some set E¢ of edges is NP-complete (see e.g. [2]). Aho et
al. [2] applied an algorithm with time complexity
O(|V|*|E|) that worked if E- was weakly connected.
Aho et al. [2] proved that E is weakly connected if either
the FSA has reset capacity (there is an input whose
associated transitions from each state go to the initial
state) or has a self loop (an edge that goes from a state to
itself) for each state.

Shen et al. [12] showed that the use of more than one
UIO for each state can lead to a more efficient solution.
They chose the UIO for each transition in order to
minimize the number of vertices in (V, Ec) that are not
symmetric. While this would often lead to shorter test
sequences than using one UIO for each state it is not, in
general, optimal. This is because the particular choice of
E - need not be the choice that requires fewest extra edges
to make it symmetric.

The method used by [2] can be generalized to the case
where there is one or more UIO for each state, leading to
an algorithm that does not have the disadvantages of the
above method; it optimizes over the possible tours. It is,
however, subsumed by the algorithm given in section 6.
See [13] for details.
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Yang and Ural [14] utilized overlap between UIOs.
Given a UIO t=11t,...1, from x; to X, t;=
(x5, Xi11,1n;/out;), they looked for a UIO for state x,
that either starts with ¢,...1, or is contained at the
beginning of t,...t,. They then extended t to t' =
tity ... by, if necessary, and this produced a subsequence
that tested two transitions when used as a UIO. They
repeated this process, using ¢,...t,, rather than ¢, in
order to generate a maximal subsequence. A set of
maximal subsequences that test all the transitions was
then found, followed by a minimal tour that contained
these subsequences.

This clearly generates shorter test sequences when
there is this type of overlap between the known UIOs,
but otherwise does not help. It also has the disadvantage
that the method relies upon heuristics; while a set of
maximal sequences is found, there may be more than one
such set and there is no attempt to find the set that leads
to the shortest test sequence.

The above approaches are based upon finding the
shortest tour in a set of tours; they optimize over
different sets of tours. It will be demonstrated in sections
5 and 6 that the use of invertibility can lead to a
representation of testing that utilizes and extends the
idea of test sequence overlap. The algorithm introduced
will optimize over all tours that test using this form of
overlap, and thus does not rely upon heuristics.

A transition (v;,v;, in/out) is invertible if it is the only
transition entering v; with input in and output out. More
formally, a transition (v;,v;,in/out) is invertible if and
only if for all v € V, (v, vj,in/out) € E implies that
v = v;. This means that if we are in state v; and the last
transition involved input in and output out the system
must have been in state v; before that transition. This
allows the final state of the previous transition to be
verified.

In the rest of the paper we will refer to a subsequence
that is in the form of a transition followed by a UIO as a
test subsequence, a subsequence that tests its first
transition.

5. USING INVERTIBLE TRANSITIONS

The test sequence generation methods presented in [2, 12,
14], involved the test sequence containing, for each
transition, that transition followed by a known UIO for
the final state. An alternative is to execute a sequence of
invertible transitions and check the state at the end of
this execution. If the final state is correct, the set of states
that the sequence passed through have been verified.
Thus, if a sequence of invertible transitions is followed by
a UIO, all of the transitions in this sequence have been
tested. The final state of the transition before this
sequence has also been verified. Thus, several transitions
have been tested using only one state identification
sequence. Clearly, this can greatly reduce the length of
the total test sequence. It is therefore desirable to find a
minimal tour that tests each transition in this fashion,

and an algorithm that generates such a tour is given in
section 6.

The use of invertible transitions is equivalent to the
type of overlap used by [14], as shown below. Its main
advantage is that it allows us to produce the shortest tour
that tests using this type of overlap, by optimizing over
the set of all such tours. It also effectively extends our set
of UIOs that can overlap, since a UIO preceded by an
invertible transition is a UIO.

We first need to show that invertibility fully represents
the concept of overlap used by [14]. The following two
results demonstrate this:

THEOREM 1. If two sequences t and s overlap in the
manner described in [14], (t is before s), then s must start
with an invertible transition.

Proof. The proof is by contradiction.

Lett=1¢ ...t,and s = s;...s, for some n, m. As there is
overlap, t, = 5.

Suppose s; = t, is not invertible. As 7, is not invertible,
there is some transition # such that ¢, and 7, have the
same input, output and final state but have a different
initial state. Therefore the input sequence associated with
t...t, will produce the same output from the initial
states of £, and #; and therefore cannot be a UIO. But this
input sequence must be a UIO for the final state of 1,
since ¢ is a test subsequence and every such sequence is in
the form of a transition followed by a UIO. This provides
a contradiction and thus the result is proved. O

THEOREM 2. Given a test subsequence s that begins
with an invertible transition and a transition t, whose final
state is the initial state of s, the sequence t|s tests the
transition t,. Thus we have a test subsequence t,s that
overlaps with our original test subsequence.

Proof. Lets=s;...s, for some m. It is sufficient to
prove that s is a UIO.

By definition, as s is a test subsequence, s, . . . s,, is a UIO
and thus the execution of the input sequence from this
will identify its initial state, which is the final state of s;.
As sy is invertible, the knowledge of its final state and its
input and output identifies its initial state. But the final
state of s is identified, as it is followed by a UIO, and
thus the initial state of s, is identified by the execution of
s. As s identifies its initial state it is a UIO. Therefore #;s
is a test subsequence. O

6. TEST SEQUENCE GENERATION

Given a digraph G = (V, E) representing an FSA, we
initially find E;, the set of edges in E that are invertible.
This gives us the digraph G; = (V,E)). If E; = E we
simply find a minimal tour of E and follow this by a UIO
for the expected final state. To produce a minimal tour of
E we can initially find a minimal symmetric augmenta-
tion of E and then a Euler tour of this augmentation. For
details see [15].
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